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HYPOTHETICAL OR SIMULATED PERFORMANCE RESULTS HAVE 

MANY INHERENT LIMITATIONS, SOME OF WHICH ARE DESCRIBED 

BELOW.  NO REPRESENTATION IS BEING MADE THAT ANY 

ACCOUNT WILL OR IS LIKELY TO ACHIEVE PROFITS OR LOSSES 

SIMILAR TO THOSE SHOWN.  IN FACT, THERE ARE FREQUENTLY 

SHARP DIFFERENCES BETWEEN HYPOTHETICAL PERFORMANCE 

RESULTS AND THE ACTUAL RESULTS SUBSEQUENTLY ACHIEVED 

BY ANY PARTICULAR TRADING PROGRAM. 

 

ONE OF THE LIMITATIONS OF HYPOTHETICAL PERFORMANCE 

RESULTS IS THAT THEY ARE GENERALLY PREPARED WITH THE 

BENEFIT OF HINDSIGHT.  IN ADDITION, HYPOTHETICAL TRADING 

DOES NOT INVOLVE FINANCIAL RISK, AND NO HYPOTHETICAL 

TRADING RECORD CAN COMPLETELY ACCOUNT FOR THE IMPACT 

OF FINANCIAL RISK IN ACTUAL TRADING.  FOR EXAMPLE, THE 

ABILITY TO WITHSTAND LOSSES OR ADHERE TO A PARTICULAR 

TRADING PROGRAM IN SPITE OF TRADING LOSSES ARE 

MATERIAL POINTS WHICH CAN ALSO ADVERSELY AFFECT 

ACTUAL TRADING RESULTS.  THERE ARE NUMEROUS OTHER 

FACTORS RELATED TO THE MARKETS IN GENERAL OR TO THE 

IMPLEMENTATION OF ANY SPECIFIC TRADING PROGRAM WHICH 

CANNOT BE FULLY ACCOUNTED FOR IN THE PREPARATION OF 

HYPOTHETICAL PERFORMANCE RESULTS AND ALL OF WHICH 

CAN ADVERSELY AFFECT ACTUAL TRADING RESULTS. 



Johnson  Monte Carlo Resampling 

For distribution ONLY to Austin  page 1 
Trading Workshop attendees 

Monte Carlo Resampling of Equity Curves 
using N-bar Segments 

 

 

Mark Johnson 

15 October 2005 

 

 

 

Summary 
 

The equity curve produced by historical simulation of a mechanical 
trading system is resampled, creating many new equity curves having (it is 
hoped) the same probability of occurrence as the simulated one.  Statistics 
such as CAGR%, MaxDD%, Longest Drawdown, Sharpe’s Information 
Ratio, etc. are computed for each of the new equity curves.  Cumulative 
probability distributions are then created, showing the probability that, 
for example, CAGR% is greater than or equal to 40% per year. 

 
Conventionally, the simulated equity curve is resampled using a 

sample length of 1 bar.  However, this decision is sometimes criticized 
because it effectively destroys any serial correlation that may be present 
in the original (simulated) equity curve.  The present  work explores the 
use of N-bar samples (1 ≤ N ≤ 20 bars) in the resampling process, to 
preserve any serial correlation that may exist. 

 
The investigation produced four main results: 1. At least ten million 

resampled bars are needed to guarantee convergence of the Monte Carlo 
results.  In the examples shown here, ~3000 new equity curves with 4100 
bars per curve.  2. Serial correlation is present in the historical equity 
curve, however only for 1-bar lags.  (Today’s equity value is somewhat 
correlated to yesterday’s, but not to the equity value of any day before 
that).  3. The amount of serial correlation in the equity curve varies as the 
number of instruments in the simulated portfolio is changed – which is 
unexpected.  4. Pure reversal systems that are always in the market, and 
“choosy” systems that are only in the market a small percentage of the 
time, exhibit approximately the same amount of serial correlation. 
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I. Description of the mechanical trading systems used 
Two systems were selected for simulation studies.  The first is an Exponential Moving Average 

Crossover system (abbreviated “EMA XO”), which was chosen because it always has a position 

in the market, either long or short.  It is a “pure reversal” system.  Parameter values are 300 

trading days (bars) for the slow EMA and 50 bars for the fast EMA.  The system has three rules 

which are executed sequentially each market day for each instrument in the portfolio: 

 
1. Calculate numer = (0.003 x Total Account Equity) 

Calculate denom = (BigPointValue x (EMA10 of True Range)) 
Calculate N = numer / denom  

2. If(Long) and (EMA50 < EMA300) then 
Exit all long contracts at market tomorrow, and 
Enter short tomorrow at market, N new contracts  

3. If(Short) and (EMA50 > EMA300) then 
Exit all short contracts at market tomorrow, and 
Enter long tomorrow at market, N new contracts 

 

Figure 1.  Trading rules of EMA XO(300,50) 

 

The second system used is a Dual Channel Breakout (abbreviated “DCBO”) method, with 

parameter values 300 and 20 bars.  These were chosen to ensure that the system has no position 

(is neither long nor short) for a majority of the time.  It’s slow to enter and quick to exit.  While 

this may or may not be optimum for profitability, it is certainly different from the always-in 

behavior of the EMA XO system.  In the rules below, HH300 means the Highest High price over 

the most recent 300 bars, LL20 means the Lowest Low over the most recent 20 bars, etc.:  

 
1. Calculate numer = (0.0185 x Total Account Equity) 

Calculate denomL = (Close – LL20) x BigPointValue 
Calculate denomS = (HH20 – Close) x BigPointValue 
Calculate NL = numer / denomL 
Calculate NS = numer / denomS 

2. If(not Long) enter an order to “Buy NL contracts  
tomorrow at price HH300 on a Stop”  

3. If(not Short) enter an order to “Sell NS contracts  
tomorrow at price LL300 on a Stop”  
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4. If(Short) enter an order to “Buy all contracts  
tomorrow at price HH20 on a Stop” ”  

5. If(Long) enter an order to “Sell all contracts 
tomorrow at price SS20 on a Stop”  

 

Figure 2.  Trading rules of DCBO(300,20) 

 

Figure 3 illustrates the amount of time the DCBO system has no position.  Each trade is 

represented by a dot in the scatter diagram. 

 

 
Figure 3.  DCBO   plotted (X, Y) = (trade duration,  flat time afterwards) 

 

The X-coordinate is the duration of the trade in calendar days, and the Y-coordinate is the 

duration of the flat time after the trade, before the next entry in that market.  A dashed red line is 

also plotted for Y=X; it passes through (X=0, Y=0) and (X=100, Y=100) and (X=300, Y=300).  

Points above the red line are trades whose flat time after the exit, exceeded the duration of the 

trade itself.  Points below the red line are trades whose flat time was less than the trade duration.  

Clearly most of the dots (trades) in the figure lie above the red line, i.e., the flat time after the 

trade was longer than the trade itself, thus the system spends more than half its time in each 

market with no position.  Eyeballing the density of dots on the plot, the system appears to have a 

position less than 25% of the time. 
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II. Portfolios used in testing 
Seventy-nine futures markets (a CSI limit) were selected for study.  They were ranked by 

average daily front-month contract volume over the last 3 years.  The 57 markets with highest 

average daily volume were grouped into a portfolio, “Austin_57”, shown in Figure 4 below.  No 

attempt was made to “balance” or “optimize” this portfolio; markets were selected based on a 

single objective criterion: volume ranking. 

 

Short Term Rates Long Term Rates Stock Indexes 
Euribor Euro-Bund DJ EuroSTOXX 
Eurodollar Euro BOBL DAX 
Short Sterling Long Gilt S&P 500 
Fed Funds Australian 3-Year CAC-40 
 Ten Year Notes Nasdaq-100 
 Two Year Notes Dow Jones 30 
 Five Year Notes Nikkei 225 
 Japanese Govt Bond 
 US 30 Year T-Bonds 
 Australian 10-Year 
 Canadian Govt Bond 
 SGX mini JGB 
 
Currencies Energies Metals 
Euro Crude Oil Gold 
Japanese Yen Brent Crude Silver 
Mexican Peso Natural Gas Copper 
Canadian Dollar Heating Oil 
Swiss Franc Unleaded Gasoline 
British Pound London GasOil 
Australian Dollar  
Dollar Index 
 
Meats Grains Softs 
Cattle Corn Sugar 
Lean Hogs Soybeans Coffee 
 Wheat Cotton 
 Soy Meal Cocoa 
 Bean Oil London Cocoa 
 KC Wheat London Sugar 
 Rapeseed Orange Juice 
  London Coffee 

 

Figure 4.  Portfolio “Austin_57” 
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A second portfolio, “Austin_18,” was constructed by selecting exactly two markets from each of 

the nine commodity groups, as shown in Figure 5: 

Fed Funds Euro-Bobl DJ EuroSTOXX 
Eurodollars Two Year Notes Nasdaq-100 
Australian Dollar Unleaded Gasoline Copper 
Euro Brent Crude Gold 
Cattle Soybeans Cotton 
Lean Hogs Soy Meal London Sugar 

 
Figure 5.  Portfolio “Austin_18” 

 

Finally, a portfolio “Austin_9” was defined, consisting of 1 market from each group: 

Fed Funds Two Year Notes Nasdaq-100 
Australian Dollar Unleaded Gasoline Copper 
Lean Hogs Soybeans Cotton 

 
Figure 6.  Portfolio “Austin_9” 

 

Simulations of the two mechanical systems trading the Austin_57 portfolio, are shown in Figure 

7 below.  Simulations ran from 1/1/1990 to 9/8/2005 and included commissions ($15/contract) & 

slippage (15%), on both outright trades (entries, exits)  and spread trades (rollovers). 

 

 
 CAGR +62.8% CAGR +33.9% 
 MaxDD -37.6% MaxDD -36.3% 
 Longest DD 8.8 months Longest DD 18.0 months 
 

Figure 7.    EMA XO(300,50) and DCBO(300,20) trading the Austin_57 portfolio 
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III. Returns and their distribution 
An equity curve is a vector of total account equity values, with E[i] equal to the total account 

equity at bar number i.  When resampling, it is more convenient to work with daily returns R[i] 

defined as follows: 

 ]1[
][][
−

=
iE

iEiR  (1) 

If the account equity increases by 25% on day i, then R[i] is equal to 1.25; similarly if equity 

decreases by 10% on day k, then R[k] is equal to 0.90. Please note: in this paper, daily returns 

R[i] do not involve logarithms.  Several famous works of mathematical finance, notably the 

Black-Scholes procedure for pricing European-style call options, employ a definition of 

“returns” that includes logarithms.  This paper does not. 

 

System EMA XO(300,50) was simulated on the Austin_57 portfolio over the period 1/1/1990 to 

9/8/2005 (approximately 4100 bars), capturing the equity curve E[i].  Returns R[i] were 

calculated using equation (1); their probability density function is plotted in Figure 8 below.   

 

 
Figure 8.    Density function of returns R[i]   EMA XO(300,50) on Austin_57 
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A Normal (Gaussian) probability distribution was fitted to the returns data; the fitted mean return 

was 1.00206 and the fitted standard deviation of returns was 0.02123; see Figure 9. 

 

 
Figure 9.    Cumulative distribution of returns R[i]   EMA XO(300,50) on Austin_57 

 

The calculated kurtosis of the returns was 5.63;  “excess kurtosis” (as calculated by the Excel 

function KURT() ) was 2.63.  This value suggests leptokurtosis: the peak is narrower than in a 

Normal distribution, and the tails are fatter. 

 

However, some of the “fat tails” behavior is merely due to small sample size; with 15.7 years of 

daily returns data (4100 data points), there are only 25 observations that are more than 2.5 

standard deviations above the mean.  Thus the sample density function and sample distribution 

function are rather sparse and “noisy” for Z>2.5 and Z<-2.5.  Figure 10 demonstrates this 

phenomenon: fifteen sets of purely random daily returns were produced using a Normal random 

number generator set to (mean=1.0020617) and (standard deviation=0.0212290).  Even though 

these data are Normal, by construction, their distributions begin to deviate from Normal 
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behavior with noisy (fat) tails beyond 2 to 2.5 standard deviations.  One must be careful not to 

conclude “leptokurtosis” prematurely, when it is possible that the sample is simply too small. 

 

 
Figure 10.    15 datasets, each 4100 points, of Normally distributed random numbers 

 

Figure 10 illustrates an experimental procedure that is used repeatedly in this investigation: when 

“purely random equity curves” were needed in computer experiments, they were produced by 

creating returns vectors R[i] using a Normal random number generator with mean and standard 

deviation that were fitted from the EMA XO (or DCBO) simulation results. 

 

IV. Convergence of Monte Carlo simulations 
When resampling equity curves to estimate probabilities such as “What are the chances my 

equity curve will grow at CAGR < 5% for the next 3 years?”, it is important to know how many 

resamplings should be performed.  If too few resamples are employed, the results will be noisy 

and unreliable; if too many, computing resources will be wasted and the analyst’s time is wasted 

too, waiting longer than necessary for results. 
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A simple example will illustrate the Monte Carlo convergence problem.  We will use Monte 

Carlo methods to estimate the probabilities in a very simple trading environment, so simple in 

fact that the results can be calculated by hand.  (This provides a way to double-check the Monte 

Carlo simulation.)  An opaque jar contains 100 balls: 35 green, 65 red.  The trader reaches into 

the jar and draws out a ball: if green, he wins +2 units.  If red, he wins -1 units (i.e. he loses 1 

unit).  He replaces the ball, the jar is mixed, and trading continues. 

 

We will use Monte Carlo simulation to estimate two statistics: (1) What is the probability of a 

winning “trade”?  (2) What is the average outcome (average amount won) per trade?  Of course 

this example is so simple that the answers can be calculated with pencil and paper: (1) 35 balls 

are “winners” (green) out of 100 balls, so the probability of a “win” is 35%.  (2) The average  

trade outcome is 

 ( ) ( )LLosepWWinpavgTrade ×+×= )()(  (2) 

 ( ) ( )165.0235.0 −×+×=avgTrade  (3) 

 05.065.070.0 =−=avgTrade  (4)  

 

To answer these questions using the Monte Carlo method, we create a vector of 100 balls B[i].  

Thirty five of the balls are marked “green” and sixty five of the balls are marked red.  A random 

number generator chooses a number i between 1 and 100 (at random), and ball B[i] is examined.  

If B[i] is marked green then the trader has a “win” and is paid +2 units.  If B[i] is marked red 

then the trader has a “loss” and is paid -1 unit.  (One unit is deducted from his account).  Repeat 

for as many “trades” as desired.  This procedure was embodied as computer program and 

executed.  Figures 11 and 12 show the Monte Carlo computed results for the win probability, and 

Figures 13 and 14 show the results for the average trade. 
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Figure 11.  Monte Carlo estimated P(win) eventually converges to 0.35 

 

 
Figure 12.  Error of MC estimated P(win) eventually converges to zero 

As more “trades” (balls drawn from the jar) are taken, the ratio of (green outcomes) to (all 

outcomes) converges to the correct value, 0.35.  Figure 12 plots the error in the MC estimate, 

namely 100% × [(wins/(wins+losses)) – 0.35].  The error falls below ±10% after 700 trades. 
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Figure 13.  Monte Carlo estimated Average Trade eventually converges to +0.05 

 

 
Figure 14.  Error of MC estimated Average Trade eventually converges to zero 
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Figures 13 and 14 show the Monte Carlo method’s progress in estimating the Average Trade.  

Eventually, MC converges to the correct value: Average Trade = +0.05 units.  However, the 

error in the MC estimate of Average Trade does not fall below ±10% until 98,000 trades (!).  A 

factor of 100× more trades were needed to converge within ±10% of the correct answer, 

compared to Figure 12.  Figures 11-14 vividly demonstrate that different calculated statistics 

from the same Monte Carlo simulation can have dramatically different convergence rates.  It 

would be a big mistake to conclude (from Figure 12) that only 700 MC trades are needed to 

estimate all desired statistics of the green/red trading game within ±10%; as Figure 14 shows, 

that would lead to a 100% error in the estimated value of Average Trade. 

 

Now we examine the rate of convergence for an equity curve resampling problem.  Starting with 

the daily returns R[i] from a historical simulation of the EMA XO(300,50) system on the 

Austin_57 portfolio, we resample the returns (in 1-bar segments) and construct 100 new equity 

curves.  The new equity curves have the same distribution of (1-bar) returns as the historical 

simulation, but the order of the returns has been randomly scrambled.  Each of these 100 new 

equity curves is approximately equally as likely to have occurred, as the one equity curve that 

happened to pop out of the historical backtest simulation.  They new curves can be thought of as 

equity curves of the EMA XO(300,50) system in 100 different “parallel universes”.  The system 

produced one equity curve in our universe, and 100 other equity curves in the other 100 parallel 

universes, all of them equally likely. 

 

Each of the 100 new equity curves was fed into a computer program that calculates the statistic 

“Max Drawdown Percentage”, producing 100 values of MaxDD%.  These represent the 

maximum drawdowns seen by the EMA XO system in each of the 100 parallel universes.  We 

sort the MaxDD’s from lowest to highest.  The lowest MaxDD among the 100 equity curves, 

happens to be -26.9%.  Second lowest is -27.5%, and third lowest is -29.0%.  We can view the 

MaxDD values as a Cumulative Probability Distribution: there was a 1% chance of MaxDD less 

than or equal to 26.9% (only 1 equity curve out of 100 had MaxDD this low).  There was a 2% 

chance of MaxDD less than or equal to 27.5% (2 equity curves out of 100 had Max DD ≤ 

27.5%), and there was a 3% chance of MaxDD less than or equal to 29.0% (3 curves out of 100).  
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Proceeding this way we construct the Cumulative Probability Distribution and plot it, as shown 

in Figure 15 below. 

 

 
Figure 15.  Estimated Cumulative Probability Distribution of Max Drawdown, using 100 

MC equity curves 

 

This entire procedure was repeated 20 times: (Generate 100 equity curves, calculate MaxDD for 

each curve, construct a cumulative probability distribution, plot it as a line on Figure 15.)  Thus 

there are 20 lines in the Figure, one for each of the constructed cumulative distributions.  We 

observe that the 20 repetitions of the procedure did not generate the same answer 20 times.  

Instead, it produced 20 different distributions.  This means that the MC experiment has not 

adequately converged with only 100 random equity curves (i.e. 410,000 random daily returns;  

100 equity curves times 4100 daily returns per curve).  

 

Since 100 equity curves were insufficient to ensure convergence of the Monte Carlo estimated 

Cumulative Probability Distribution, the experiment was repeated with 1,000 equity curves (see 

Figure 16) and with 10,000 equity curves (see Figure 17). 
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Figure 16.  Estimated Distribution of Max Drawdown, using 1000 MC equity curves 

 

 
Figure 17.  Estimated Distribution of Max Drawdown, using 10K MC equity curves 

 

Figure 16 shows that 1,000 MC equity curves (a total of 4.1 million resampled daily returns) are 

almost enough; the resulting Cumulative Probability Distributions are almost identical.  And 
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Figure 17 shows that 10,000 MC equity curves (41 million resampled daily returns) are certainly 

more than enough; the Cumulative Probability Distributions are identical.  Therefore it seems 

prudent to say that convergence occurs at about the half-way point between 1K and 10K equity 

curves; the geometric mean between these is approximately 3,000.  Thus it is recommended to 

use no fewer than (3,000 curves × 4,100 daily returns per curve) = 12 million resampled equity 

values in the computation of Cumulative Probability Distributions.  Round the number to an 

even ten million resampled daily returns for easy remembering. 

 

(In fact this same experiment was performed for five different equity curve statistics: CAGR%, 

MaxDD%, MAR ratio, Length of longest DD, and Sharpe’s Information Ratio.  The MaxDD% 

statistic was the slowest to converge, which is why it was chosen as the running example for this 

section.) 

 

V. Serial Correlation in backtested equity curves 
An unorthodox 2-step procedure was used to investigate serial correlation.  First, the coefficients 

of autocorrelation were measured for each day in the backtested equity curve, producing plots of 

autocorrelation vs. time.  Next, purely random equity curves were generated using a random 

number generator with a Normal distribution, and coefficients of autocorrelation were measured 

for each day in the purely random datasets.  By overlaying the (autocorrelation vs. time) plot of 

the “real” equity curve from a simulation of the actual trading system, on top of the 

(autocorrelation vs. time) plots of the “pure random” equity curves, we can judge whether or not 

serial correlation in the “real” equity curve exceeds that of random data series which are known 

to be free of serial correlation. 

 

The definition of “autocorrelation coefficients on day D” used a look-back window:  Select a W-

day long section of equity curve (daily returns) data, whose final day is day D.  (W is the width 

of the look-back window).  Calculate the autocorrelation coefficients for this W day window, and 

assign them to day D.  Repeat for day D+1, day D+2, …, through the end of the returns dataset.  

We now have autocorrelation coefficients for every day (starting with day W), which we can plot 

on a graph.  This is a plot of autocorrelation vs. time.  A one-page program was written in “C” to 

automate these autocorrelation calculations; it is presented in Appendix 1. 
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The exact same procedure was followed a second time, but using a daily returns dataset produced 

by a random number generator with Normal distribution.  Plots of autocorrelation vs. time for the 

purely random datasets were produced, and were overlaid with the autocorrelation plots of the 

“real” equity curve. 

 

All of the foregoing computations and plots were performed, for look-back window widths W = 

100 bars, 200 bars, 400 bars, 800 bars, and 1600 bars.  The differences between the 

autocorrelations of the “real” equity curves, and the autocorrelations of the purely-random equity 

curves, were largest when the look-back was W=800 bars (corresponding to approximately 3 

years of calendar time).  Therefore all plots shown in this Section use a look-back window of 

W=800 bars, to maximize the serial correlation signal. 

 

Figure 18 below is one such autocorrelation plot.  It shows the autocorrelation coefficients of the 

EMA XO(300,50) trading system’s equity curve, for ten different “lags”.  (The “lag=1” 

autocorrelation coefficient is the correlation of a dataset with itself, shifted by 1 day.  It shows 

the degree of correlation between equity today and equity yesterday.  The lag=2 autocorrelation 

coefficient is the degree of correlation between equity today and equity 2 days ago, etc.)  We see 

that the lag=1 autocorrelation stands out from the others; apparently the correlation between 

today and yesterday is much stronger than the correlation between today and 2 or more days ago. 

 

Figure 19 plots the lag=1 autocorrelation coefficients of the “real” equity curve (dark blue 

squares), on the same page as the autocorrelation coefficients of a purely random dataset from a 

random number generator having no serial correlation.  We see that the real equity exhibits serial 

correlation significantly greater than random, and conclude that there is serial correlation in the 

equity curve, for lag=1.  Examining the other lag values in Figure 18 and comparing them to the 

autocorrelations of random data in Figure 19, it is apparent that the other lag values do not 

exhibit serial correlation distinguishable from random.  Today’s equity curve value is correlated 

to yesterday’s, but not to any day’s before that. 
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Figure 18.  Autocorrelation coefficients of EMA XO equity curve 

 

 

 
Figure 19.   Lag=1 autocorrelation of equity curve, vs. autocorrelation of random numbers 
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Figures 18 and 19 used the EMA XO system, which is always in the market.  Perhaps the DCBO 

system, which is out of the market more than 75% of the time, might have a very different type 

of correlation behavior?  Figures 20 and 21 show the DCBO results. 
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The DCBO system’s autocorrelation plots are strikingly similar to the EMA XO system’s plots.  

About the same amount of serial correlation is present in the equity curves of both systems, even 

though DCBO is out of the markets on many, many days when EMA XO is in. 

 

Next, the question of portfolio size was investigated.  Perhaps having fewer markets in the 

portfolio would lead to higher serial correlation, because a trend in one market would be less 

diluted by non-trends in dozens and dozens of other markets?  The results are shown in Figures 

22 through 25. 

 

 
Figure 22.   18 market portfolio, autocorrelation coefficients of equity curves 

 

 
Figure 23.   18 market portfolio, autocorrelation of equity curves vs. random numbers 
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Figure 24.   18 market portfolio, autocorrelation coefficients of equity curves 

 

 
Figure 25.   9 market portfolio, autocorrelation of equity curves vs. random numbers 

 

For both the 18-market and 9-market portfolio, the serial correlations of the two different 

systems’ equity curves are remarkably similar, just as they were for the 57-market portfolio.  

Whether the trading system is always in, or seldom in, seems not to affect the autocorrelations. 

 

However it is clear that as the portfolio size is reduced, serial correlation in the equity curve is 

also reduced.  Figure 23 shows that the trading systems’ equity curves on the 18-market portfolio 

have serial correlation just barely larger than random, while Figure 25 shows that using the 9-

market portfolio reduces the serial correlation to a level indistinguishable from random.  This 

runs counter to the intuition that a small portfolio has proportionally bigger bets on each market, 

so a powerful trend (with lots of correlation) in one market will be manifested proportionally 

larger in the portfolio equity curve. 
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One possible explanation is that the 57-market portfolio is terribly unbalanced; it has lots of 

interest rates, currencies, and softs, but very few meats or metals.  Thus a trend in the interest 

rates or the currencies or the softs will be over-weighted in the portfolio equity curve, compared 

to a more balanced portfolio with roughly equal numbers of markets in each sector.  However, 

the 18-market and 9-market portfolios are balanced, and yet the serial correlation is higher in the 

18-market portfolio than in the 9-market portfolio.  Apparently the correlation does increase 

when the number of markets is increased, even for “balanced” portfolios with equal numbers of 

markets in each sector. 

 

VI. Equity curve resampling using N-bar segments 
The equity curves of both example systems do contain serial correlation when a sufficiently large 

portfolio is traded.  However, the correlation is significantly non-random only for lag=1, 

meaning that Thursday’s equity curve value is correlated to Wednesday’s, but not to Tuesday’s 

or any day before. 

 

This paper introduces an N-bar segment procedure to preserve these correlations when 

resampling the equity curve.  Rather than scrambling the backtested 1-day equity returns, we will 

scramble N-bars-long segments of the backtested returns, as illustrated in the pseudocode of 

Figure 26.  Let L be length of the original equity curve in bars (in these experiments, L=4100), 

and let unirand(k) be a random number generator that returns an integer uniformly 

distributed between 1 and k, inclusive.  R[i] is the input vector of returns from the original 

backtested equity curve, and S[i] is the output vector of resampled (scrambled) returns: 

 
  for(i=1; i<=L; i=(i+N)) { 
   /* choose a random starting point “indx” of an N-bar segment */ 
   indx = unirand((L-N));  
   /* copy the segment from input (R) to output (S) */ 
   for(j=0; j<N; j=(j+1)) { 
    S[i+j] = R[indx+j] ; 
   } 
  } 
  /* Now fill in the final partial-segment of (L mod N) returns */ 
 
 

Figure 26.   Resampling using N-bar segments 
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The premise of the N-bar resampling procedure is this: if the original equity returns contain 

serial correlation over a timespan of t bars (t = the “lag” of the autocorrelation), this correlation 

can be preserved by sampling N-bars-long segments of the original returns with (N>t).  Since 

the returns of both the EMA XO system, and the DCBO system, exhibited serial correlation for 

lag=1 bar, we expect to capture this correlation by resampling with N-bars-long segments (N>1). 

 

Of theoretical interest is the question: “If the returns are correlated over a lag of t bars, is the 

resampling procedure best performed using N=t bar segments? Or is it preferable to sample with 

N=(t+1) bar segments, or perhaps even N=2(t+1) bar segments?”  Using a larger resampling 

segment increases the chances of capturing an entire t-bar “burst” of correlation, at the cost of 

less diversity in the output since a dataset of length L has only (L/N) segments.  Pragmatically 

speaking, for “small” values of t (lag), one might as well resample using N=2(t+1) bar segments, 

as this ensures capturing the desired correlation without unduly reducing the diversity in the 

output.  In this investigation, serial correlation was observed only for very small lags (t=1), 

giving us the luxury of resampling using N=2(t+1) bar segments without much worry. 

 

Figures 27 through 31 show the cumulative probability distributions of five equity curve 

statistics (CAGR%, MaxDD%, MAR ratio, Duration of Longest Drawdown, Sharpe’s 

Information Ratio) derived by resampling the equity curve returns of EMA XO(300,50) on the 

57 market portfolio.  One hundred thousand new equity curves (410 million resampled daily 

returns!) were generated, and the five statistics mentioned above (CAGR% et al) were calculated 

for each new equity curve.  These values were assembled into cumulative probability 

distributions.  The process was performed five times, resampling with N=1, 2, 5, 10, and 20 bar 

segments.  (Note that “N=1 bar segments,” plotted in red in the Figures, corresponds to the more 

conventional Monte Carlo resampling procedure using individual bars.) 

 

In Figure 27, we see that the cumulative distribution of the MaxDD% statistic is different for 

N=1 (red) than for all other resampling segment lengths.  The serial correlation in the equity 

curve, as manifested in MaxDD%, is not captured by 1-bar segments but is captured by 2, 5, 10, 

and 20-bar segments. 
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Figure 27.   Distribution of MaxDD% with conventional (1-bar) and N-bar resampling 

 

 

 
Figure 28.   Distribution of CAGR% for several resampling segment lengths 
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Figure 29.   Distribution of MAR Ratio for several resampling segment lengths 

 

 
Figure 30.   Distribution of Longest Drawdown for several resampling segment lengths 
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Figure 31.   Distribution of Information Ratio for several resampling segment lengths 

 

With this system (EMA XO) and this portfolio (Austin_57), serial correlation appears to be 

captured nicely when using (N ≥ 2) bar segments in the resampling.  However, conventional 

Monte Carlo sampling using N=1 bars (which ignores serial correlation) appears to produce 

slightly different distributions. 

 

But is this merely due to random chance?  To investigate, the same set of experiments was 

performed upon a dataset of purely random daily returns, created by a Normal random number 

generator with mean = 1.00206 and standard deviation = 0.02123.  The same five equity curve 

statistics were calculated and plotted (Figures 32-34).  These cumulative distributions show a 

small amount of offset or “smearing” when resampled with different length segments.  This 

amount of uncertainty in the distributions represents the baseline error or “noise floor” of Monte 

Carlo results.  Of particular interest is the fact that Figures 32-34 show no systematic difference 

between N=1 bar resampling segments, and N=2, 5, 10, or 20 bar segments.  Thus the unique 

behavior of the red (N=1) lines in Figures 27-31, cannot be attributed to random chance.  Serial 

correlation in the equity curve is not captured with N=1, but is captured with N>1 bar segments. 
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Figure 32.   MaxDD, CAGR distributions of a random dataset with no serial correlation 

 

 
Figure 33.   MAR, LongestDD distributions of a random dataset with no serial correlation 

 

 
Figure 34.   Information Ratio distribution of a random dataset with no serial correlation 
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The other trading system, DCBO(300,20), was subjected to the same procedures, and cumulative 

probability distributions of the five equity curve statistics were prepared.  They are presented in 

Figures 35-39 below.  As in the EMA XO system, the distributions for N=1 bar resampling 

segment length (plotted in red) are significantly different than the distributions for longer 

resampling segments.  However, what is new here is that the N=2 bar segment distributions 

(plotted in dark blue) are perceptibly different than the distributions for N=5, 10, 20 bar 

segments.  This supports the contention that serial correlations of lag=t bars are most safely 

captured by resampling with segments of length N greater than t.  In this investigation, lag=t=1 

bar serial correlation was observed, and N=2 bar samples gave slightly different answers than 

N=5 bar samples for the DCBO(300,20) system.  Therefore it seems safer and more conservative 

to use N=5 bar samples to ensure capturing every last drop of the lag=1 serial correlation. 

 

 
Figure 35.   Distribution of MaxDD% for several resampling segment lengths 
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Figure 36.   Distribution of CAGR% for several resampling segment lengths 

 

 

 
Figure 37.   Distribution of MAR Ratio for several resampling segment lengths 
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Figure 38.   Distribution of Longest Drawdown for several resampling segment lengths 

 

 

 
Figure 39.   Distribution of Information Ratio for several resampling segment lengths 



Johnson  Monte Carlo Resampling 

For distribution ONLY to Austin  page 30 
Trading Workshop attendees 

Cumulative probability distributions of CAGR%, MaxDD%, MAR Ratio, Longest DD, and 

Sharpe’s Information Ratio were also prepared for both trading systems, on the 18-market 

portfolio and also on the 9-market portfolio.  They show the same general trends observed in 

Section IV.  The serial correlations are smaller in the smaller portfolios, so the difference in the 

Distributions of MaxDD% et al between N=1 bar resampling and N=20 bar resampling, is 

diminished compared to the 57-market portfolio.  To conserve space in the main body of the 

paper, these plots have been placed in Appendix 2. 

 

VII. Conclusions and suggestions for further research 
Serial correlation was observed in the equity curves of two different trading systems, one that is 

always in the market and another that has no position (is out of the market) about 75% of the 

time.  Surprisingly, the amount of serial correlation in the equity curves increases as the size of 

the portfolio is increased.  For the two trading systems studied here, serial correlation was 

significantly greater than random noise only for lag=1.  That is, tomorrow’s equity value is 

correlated to today’s, but the day after tomorrow’s equity value is not correlated to today’s.  

Resampling these equity curves using segments of length N=5 bars (or greater) appears to 

capture the correlation and reflect it in the Monte Carlo estimated distributions of equity curve 

statistics like CAGR%, MaxDD%, MAR Ratio, LongestDD, and Sharpe’s Information Ratio. 

 

The opportunities to extend these preliminary efforts are numerous.  For example, (1) One could 

choose a “balanced” 57-market portfolio, perhaps by eliminating the volume ranking criterion, 

and see whether the serial correlations change when the portfolio moves from unbalanced to 

balanced.  (2) A completely different methodology than comparing plots of autocorrelation vs. 

time, might provide different insight into the mechanisms of serial correlation.  Perhaps using the 

Durbin-Watson statistic (which is not available in Excel or netlib) may be illuminating. (3) Since 

both of the trading systems used here are long term trend followers, it might be fruitful to 

examine serial correlation of other categories of trading systems, such as short term systems, 

counter-trend systems, or non-directional systems.  Finally, (4) the resampling methodology that 

stitches together segments of the equity curve, could perhaps be replaced by one that blends 

slightly-overlapping segments.  In carpentry terms, use a lap-joint rather than a butt-joint. 
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Appendix 1: C-language source code to compute autocorrelation 
 
/* hunk_autocorr.c   26 Sep 2005 mgj                        */ 
/*              Calculate autocorrelation coefficients      */ 
/*              FOR EACH DAY IN THE DATASET and plot        */ 
/*              autocorrelation vs. time                    */ 
/*              Chop the original time series into N-point  */ 
/*              segments called "hunks".  For each day in   */ 
/*              the original dataset, consider an N-day     */ 
/*              hunk ending on that day.  Calculate the     */ 
/*              autocorrelations for the hunk & print them  */ 
/*              for that day                                */ 
 
#include <stdio.h> 
#include <math.h> 
#define  MAXDAYS (9000) 
#define  MAXLAG  (10) 
#define  HUNK  (800) 
 
int main() 
{ 
 int i, j, today, lag, ndata ; 
 double x, y, t1, t2 ; 
 double meanvalue, term1, term2 ; 
 double numer, denom ; 
 double mj_din[MAXDAYS] ; 
 double autocorr[550] ; 
 
 ndata = 0; 
 while(EOF != (i=scanf("%le", &x))) { 
  mj_din[ndata] = x; 
  ndata++; 
 } 
 
 for(lag=0; lag<550; lag++) { autocorr[lag] = -9.9; } 
 
 for(today=(HUNK+1); today<(ndata-MAXLAG); today++) { 
  meanvalue = 0.0; 
  for(i=0; i<HUNK; i++) { meanvalue += mj_din[today-i]; } 
  meanvalue /= ((double) HUNK); 
  denom = 0.0 ; 
  for(i=0; i<HUNK; i++) { 
   x = mj_din[today-i] - meanvalue ; 
   denom = denom + (x * x); 
  } 
  printf("%-5d ", today); 
  for(lag=1; lag<=MAXLAG; lag++) { 
   numer = 0.0 ; 
   for(i=0; i<HUNK; i++) { 
    term1 = mj_din[today-i] - meanvalue ; 
    term2 = mj_din[lag+today-i] - meanvalue ; 
    numer += ( term1 * term2 ); 
   } 
   autocorr[lag] = numer / denom ; 
   printf(" %10.6f", autocorr[lag]); 
  } 
  putchar('\n'); fflush(stdout); 
 } 
 
 return(0); 
} 
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Appendix 2: Monte Carlo resampled results for 18 & 9 mkt portfolios 
 

 
Figure A2.1.   18 market portfolio, MaxDD% for several resampling segment lengths 

 

 
Figure A2.2.   18 market portfolio, CAGR% for several resampling segment lengths 

 

 
Figure A2.3.   18 market portfolio, MAR Ratio for several resampling segment lengths 
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Figure A2.4.   18 market portfolio, Longest DD for several resampling segment lengths 

 

 
Figure A2.5.   18 market portfolio, Info. Ratio for several resampling segment lengths 

 

 
Figure A2.6.   9 market portfolio, MaxDD% for several resampling segment lengths 
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Figure A2.7.   9 market portfolio, CAGR% for several resampling segment lengths 

 

 
Figure A2.8.   9 market portfolio, MAR Ratio for several resampling segment lengths 

 

 
Figure A2.9.   9 market portfolio, Longest DD for several resampling segment lengths 
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Figure A2.10.   9 market portfolio, Info. Ratio for several resampling segment lengths 
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